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Abstract

This article presents our research activities concerning
a software platform that serves as a runtime
environment  for  component-based  peer-to-peer
applications. The usage of components in the field of
software engineering promises to obtain highly
reusable and adaptable software applications. In recent
years, platforms for components have been designed for
applications fulfilling the conventional client-server
paradigm rather than the peer-to-peer paradigm.
Although basic concepts of a client-server platform can
be adapted seamlessly, peer-to-peer bears a couple of
new problems and challenges, one has to take into
further consideration. In particular, the adaptability of
components and component compositions must be
reconceived. Besides the presentation of a peer-to-peer
platform, we explore some new concepts concerning the
adaptability  of  component-based  peer-to-peer
applications.

Keywords: Peer-to-Peer Computing, Software Com-
ponents, Adaptability, Distributed Systems, Groupware

1. Introduction

One of the greatest challenge in the field of software
engineering is to design and implement reusable,
adaptable and scalable software systems. To address
this goal, a multiplicity of approaches have been
evolved during the last years. One trend in the
development of software applications one could
ascertain has been the drift away from complex,
monolithic applications towards to distributed systems.
The predominant model or abstraction for building
distributed systems has been the client-server paradigm.
Here, the entire system is separated in one dedicated,
central server and possibly multiple clients, which are
bind to the server over a common network. Server
undertake the role to provide services, while clients are
restricted to consume these services only. A major

benefit of this abstraction is certainly to have
application systems with a high degree of scalability.
However, this centralised approach does not fit to
increasingly new application and interaction scenarios,
denoting the end of this model’s dominance [4].

Within the last two years, a new abstraction has
become popular in the area of distributed computing,
indicated as the peer-to-peer paradigm. Actually, the
peer-to-peer technology is not new. The Domain
Naming Service (DNS) of the Internet for instance, has
always been organised as a hierarchical peer-to-peer
network. However, it has regained high popularity due
to some widely known file sharing systems e.g. like
Napster [12], or Gnutella [6]. One crucial criterion for
peer-to-peer is that, instead of strictly decomposing the
system into clients (which consume services) and
servers (which provide them), peers can elect to provide
services as well as consume them [5]. In contrast to
client-server networks, peers dynamically band together
for a temporarily restricted space of time, in order to
fulfil a dedicated task. This decentralised approach
seems in general more flexible to enhance application
scenarios with multiple servers.

Another way to build flexible systems is nowadays
realised by software components [19]. The idea beyond
component technology originates from the field of
electronic engineering, where one has always been
pursued to build systems (e.g. a motherboard), which
are compositions of independent hardware components
(according to the example of a motherboard, a CPU,
memory chips, or cache chips can be viewed as single
components). In order to ensure the complete
functionality of the entire composition, each component
has to declare his dedicated functionality, interfaces and
interdependencies to other components as well as
possible side-effects, if any of the prescribed
dependencies are not fulfilled.

Adopting this concept to the field of computer
science, one is intended to build applications consisting
of already developed as well as tested (and thus
reliable) software components. Components can be
seen as self-contained units of compositions, with



contractually specified interfaces and explicit context
dependencies [19]. The deployment of components, that
is, the selection, the connection, as well as the
addition/removing of components is handled by basic
services, which are commonly included in so-called
component architectures. Components are, or at least
should be independent to other concrete components.

The advantage of component technology especially
in comparison to the object-oriented paradigm can be
exposed as follows:

e Components have less cross connections to other
components than objects have. In particular,
components can describe their necessary
dependencies to other components explicitly. This
increases the degree of reusability and integration
of a component-based application.

e A key concept of components is deployment.
However, the deployment of objects is completely
out of scope in the object-oriented paradigm. Since
one is able to tailor a component-based application
even during runtime without any side effects, the
degree of adaptability of such applications is
definitely increased.

A specification of how to construct a component is

termed component model. Well-reputed models are

Sun’s JavaB a [1 ]and Java B a ,

or the (not yet finished) B

[11].

In order to develop distributed, component-based
applications, one has to incorporate a remote interaction
model in the respective component model, so that
components are capable to interact across machine
boundaries. However, less efforts has been conducted
so far to develop component models and appropriate
component architectures for distributed peer-to-peer
applications.

This paper presents our current research endeavours
towards the realisation of such an architecture serving
as a runtime environment for component-based,
distributed peer-to-peer applications. urthermore, we
explain our approach for a component model, which is
the prescribed model to develop applications for this
architecture. The architecture itself enables dedicated
users to adapt a distributed application even during
runtime. ecause of the given distributed nature,
several new problems must be faced in order to
guarantee adaptability in distributed applications. The
description of adaptability in component-based peer-to-
peer applications is another focal point of this paper.

The rest of the paper is organised as follows: section
2 presents a short state-of-the-art of component models
and explores basic re uirements of a component model
for peer-to-peer applications. Section summarises our
current work concerning a runtime environment for
component-based peer-to-peer applications.
Adaptability of such applications is explored in Section
4. Section 5 presents an application scenario for a peer-
to-peer architecture stemming from the field of civil

and building engineering. Conclusions and a review of
future work are illustrated in section 6.
. 0 onnt od

This section outlines basic assumptions for a
component model that serves for the development of
component-based  peer-to-peer  applications. In
particular, a component model must allow components
to interact remotely, that is, across machine boundaries.
In general, the interaction between objects is today
actualised by the application of ade uate middleware
technologies. In the field of the programming language

ava for instance, the emote ethod Invocation (  I)
technology has become a popular method for remote
interaction, which is integrated in the ava 2 Standard
dition ( 2S ) for free. Another prominent technology
is the Object e uest roker (O ) specification by
the O G, enabling CO A objects to communicate
remotely.  Concrete  implementations of  this
specification can be purchased by several (mostly
commercial) bidders.

However, none of these remote technologies have
been incorporated in today available component
models, in order to facilitate distributed applications.

urthermore, most models explicitly describe either
client-sided or server-sided components, respectively.
While client-sided components chiefly represent
graphical user interfaces (e.g. JavaB a ), server
components serve as connections to Databases (e.g.
nterprise ava eans or ). oth restrictions lead to
the statement, that none of these models seem
appropriate for a peer-to-peer scenario.

We therefore propose the lexi eans component
model [14] as our approach of a model for component-
based peer-to-peer applications. The lexi ean model
is an extension of the well-known ava eans model.

ost notably, we have explicitly incorporated the I
technology in the interfaces of a component skeleton,
so that components are accomplished to interact
remotely (see fig. 1).

it

We provide two primitives of interaction between
components, events and shared ob ects. y means of



the event technology (also integrated in the standard
ava eans model), a component can notify other
components in case of the occurrence of an event. This
primitive is unidirectional, that is, the flow of
information is only possible in one way. Shared objects
on the other side provide a bidirectional interaction
between components. y the use of this primitive,
components have e ual access to a common or shared
object. Implemented e.g. as a stack or a ueue, they can
exchange data in both ways. Note, that both forms of
interaction between components can be executed
locally within one machine or, as depicted in fig. 1,
remotely between two machines.
We do not impose a restriction, whether a
lexi eans component should serve as a client-sided or
a server-sided component. Actually, one is allowed to
deploy client as well as server components within one
component architecture. Such an architecture will be
presented in the next section.

. o0 on nt Arc it ctur
or r to ra ications
(0] has originally been developed to serve as

a component architecture for component-based, distri-
buted client-server applications. These applications
correspond to compositions of the above mentioned
lexi eans components. In this section, we present
fundamental concepts of this platform as well as our
current work towards the adoption/extension of this
platform to also deploy component-based peer-to-peer
applications.

(0] [14] [15] consists of a server runtime
environment for server-sided components as well as
(multiple) client runtime environments for client-sided
components (see fig. 2). Client environments have been
implemented as standalone applications and in terms of
a ava Applet, which can be embedded in a web
browser. After a user has started a client, he will be
registered at the O server. A user table on the
server is used to determine, which applications he is
willing to wuse. Accordingly, the corresponding

applications (i.e. the components which actually

constitute the application) are deployed on the client.

All server-sided components are deployed after starting

the O server. All compositions are described in

a language called CAT (Component Architecture for

Tailorability) [9]. CAT defines which components of a

given set of components constitute an application and

which of them actually interact among each other.

There is a CAT file for the server composition as well

as for the client-sided composition. Another CAT file

(termed DCAT) declares the remote interaction

between client and server compositions.

Dedicated users have the right to tailor an
application on both server and client side, respectively.

or example, one could change the GUI representation
of an application by selecting the respective component
and subse uently by replacing this component by
another one. o therefore offers an tailoring
interface, enabling an user to execute arbitrary tailoring
operations on a given composition. Several
implementation of this interface have also been
developed [14]. Changes on the client side are
propagated to all clients or, alternatively, to a subset of
registered clients at runtime without restarting the
system. All changes will be stored in the respective

CAT files persistently, so that after a failure of the

system, the revised compositions are taken.

Although components are yet capable to interact
remotely over the network (see fig. 2), clients are
restricted to interact with the server only in order to
keep the client-server paradigm, which is imposed by
the original platform. In our current work we are about
to advance o by introducing a more
sophisticated environment, which we denote as peer
runtime environment. This environment is able to
deploy client-oriented as well as server-oriented
components at the same time. Thus, as a crucial
criterion for a peer-to-peer network, a peer can
consume services from other peers and, what is more, is
able to provide own services, too. esides this criterion,
a peer runtime environment must observe the following
re uirements:

e A peer should be able to interact with more than
one peer simultaneously.

e A peer should be able to elect or to switch to other
peers providing services during runtime.

e A user of a peer environment should be capable to
tailor both the client composition as well as server
composition.

e A user should be able to define dependencies
between client and server compositions. These
dependencies point out the interaction between
client and server components within a peer
environment. To accomplish this, one must define
a new language, denoting the dependencies
between two CAT files (fig. ). A certain
dependency description should incorporate
metadata like semantics as well as financial or
technical concerns. y means of the annotation



with metadata, dependencies can be rated or
weighted, denoting the relevance of a certain
dependency. Such metadata constitute an integral
part of our adaptability ideas as amplified in
section 4.

ig. :D P CAT declares dependencies between
server and client components

e A peer should be able to advertise his provided
services to other peers. With reference to ac uired
advertisements, peers can elect between e ual or
similar services offered by multiple peers. These
advertisements may  incorporate  semantic
descriptions of services but also uality of Service
( oS) aspects describing the reliability and
availability of a certain service. A possible
language for the description of such advertisements
in particular oS aspects could be based e.g. on
[ ]

e A peer should take aspects of accountability into
consideration. This could be relevant, if a peer does
provide services liable to charges, which must be
invoiced to the respective consumers.

e An implementation of the (0] peer
environment should be compatible to all other yet
realised environments. xactly speaking, a peer
should be able to refer to services from the

(0] server and should besides be capable to
offer services to conventional clients.

A conceivable hybrid scenario of the o
platform encompassing all presented o
environments is depicted in fig. 4. In the centre of fig.
4, three peers are illustrated, which interact among each
other. Considering a single peer in more detail, one can
see that each peer is e uipped with client as well as
server components. A black line between client and
server components indicates a  dependency.
Additionally, peer A serves as a server for the client
depicted in the lower left corner. Peer = consumes
services belonging to the O server in the lower
right corner. In turn, peer is allowed to re-offer all
data it has gained fromthe O server to all peers,
consuming services from peer

During the time of preparing this paper, we are
engaged to turn our above elucidated design principles
of a peer environment towards a concrete implemen-
tation. or our purposes, we have yet determined that
the TA [1 ] platform from Sun seems to fit best to
serve as a fundamental framework of a component-

based peer environment. TA is an open network
generic platform for peer-to-peer computing, providing
a common set of open protocols for developing peer-to-
peer applications. Particularly, TA defines how peers
can discover each other and how a single peer can
advertise and discover network services within a peer-
to-peer network. However, = TA does not prescribe in
what way a concrete service is to be invoked nor which
remote technology is to be used.

Developers can revert to an open source reference
implementation also provided by Sun [1 ]. This one has
also been taken for our work. A first coarse granular
design scheme of a peer environment is depicted in fig.
5.

L]

L]
]
]

The top layer of the O peer (

a ) is basically composed of containers to deploy
both server and client components, services for defining
the structural organisation of compositions (CAT) and
for defining dependencies between client and server
components. A a allows the adaptability of
a given component composition during runtime.



Another API, the so-called is used to
get information about all defined dependencies between
client and server components as well as all remote
dependencies starting from the server components. This
API can be utilised for analysing the structure of a peer-
to-peer network and is somewhat essential for our
adaptability ideas as we will see in the next chapter.

All building blocks belonging to this layer are built

on top of two different vertical layers: the J and the
a respectively. J a is once more
divided in two hori ontal layers, v and J

, both offering common services and building
blocks for a peer to act in a peer-to-peer environment.
asically, we use the = TA advertisement concept to
discover and offer services (which actually constitute
interfaces to concrete components) and the peer
discovery mechanism in order to seek for peers in a
network. We further have anticipated security aspects in

a aiming to protect the peer from
unauthorised access. While these layers only offer basic
communication services for a peer, the a s

responsible for the actual remote execution of a
concrete service. ore information about the design
and the implementation of the peer environment can be
found in[1 ].

Another problem often encountered in the field of
peer-to-peer computing is the uestion, how a new peer
can connect to an already existing peer network.
Apparently, this peer must at least know the address of
one peer to connect with. All other peers can then be
referred through this peer. Thus, the address of this peer
serves as the access key to interact with the complete
network. There are several ways to obtain this address.

ostly, peer-to-peer networks maintain a central
directory, which administrates the addresses of all
available peers. Such a directory can be implemented
either as a central server (e.g. like in Napster) or in
terms of a well-known service located on a high
performance peer (like in the reenet network [ ]).
However, this solution eases the decentral character of
a peer-to-peer network by introducing a central node. In
the Gnutella network for instance, no such central node
is realised. In the early times of Gnutella users could
obtain addresses of peers from web pages. ater,
several bidders of Gnutella shells have implemented
their own address servers, organising the access to this
network more comfortably.

In our hybrid architecture we have implemented a
directory on the central O server. This directory
comprises all addresses of peers (as well as all clients)
of the network. To make sure that a single peer is
available in the network, each peer must register at this
server before providing services.

o

. Ada tabiit in r to r A
cations

Software applications are subject to changes
primarily during execution of the system. It has already

been shown, that the component technology is well-
suited for tailoring software architectures [19]. The
building blocks of these architectures, components, are
not hard wired in the system but can be substituted by
other components or deleted completely (provided there
are no side-effects on the remaining system).

There are a plethora of causes why components
should be removed or substituted, for example:

e A security component might be changed, if new
security aspects must be integrated

e A database access component must be changed, if
the scheme of the database is changed

e A graphical user interface component has to be
changed, if new or additional data must be
represented

However, the process of substituting a component is not

always a trivial case, since components mostly have

dependencies on other components or on other parts of

the underlying system (e.g. hardware components,

libraries from the operating system). or clarification,

consider for instance our hybrid scenario depicted in

fig. 4: here, the client-sided components from peer

have dependencies to the components from the

o server. The server-sided components from
peer in turn also interact with the client components,
potentially reusing the data resulting from the

o server. urther, the client components from
peer A have dependencies to components from peer
and so on. Actually, all components illustrated in fig. 4
interdepend in some way. rom the O server’s
point of view, all components have direct or transitive
dependencies on the server’s components. Due to these
given dependencies, it is not always possible to adapt a
composition without putting forth any side effects.

xactly speaking, before substituting or deleting a
component, one must obey that no dependencies will be
violated.

The consideration and management of dependencies
between components during the process of adaptability
has already been explored in some papers [ ] [1 ]. In
[ ] for instance, an additional datastructure is added to
each component, storing the runtime dependencies
among the respective and other components within the
system. In order to adapt (i.e. to replace, to change or to
delete) a component, one must make sure, that no other
components have existing connections to this com-
ponent. This approach is designated for components
residing on a local machine. Apparently, for our
purposes, some other aspects must be regarded:

e  The distribution of components

e Transitive dependencies of components

e Strategies for adapting a component (When is it
actually allowed or worthwhile to adapt a
component )

In an extreme case, one can imagine two strategies,

when a process of adaptability can be carried out: in a

conservative case, a component is not allowed to be

adapted until all dependencies have been released after

a notification to all depending components.



Alternatively, in a liberal way, a component can be
adapted instantly without considering the dependent
components. Apparently, none of these extreme modus
operandi appear effective: the first case will probably
lead to a indefinitely block while the latter one will
obviously result in program crashes.

We therefore recommend alternative strategies to
handle the adaptability process more accurately. In our
approach, we propose a pre-analysis of the underlying
peer-to-peer network. Such an analysis reveals all direct
and transitive dependencies to components belonging to
a certain peer. ased on such analysis, the user of a
peer (or of a component) is capable to make a decision,
whether it is still beneficial to follow up the adaptability
intentions of a certain component.

rom a technical point of view, the analysis is
started from a dedicated peer. Starting from this peer,
every peer in a peer-to-peer network is considered one

after another. This could be fulfilled comfortably by a

software agent, which migrates successively to all

peers. This agent re uests information about the
dependencies between components from a peer by
means of the . After having visited all
peers, the agent migrates back to the resulting agent.

ased on the gathered information from this agent, the
peer can now draw a virtual picture of the peer
network.

A concrete analysis could expose the following
information about a component-based peer-to-peer
network:

e An Indication, how many peers have direct or
transitive dependencies to a certain peer (i.e. to the
respective components of this peer). This could
provide an estimation about the effort, e.g. for a
notification, indicating that a component is to be
adapted.

e The weight of a dependency, denoting the
relevance or the importance of a dependency
between components. The relevance could rely on
financial aspects or on statements concerning the
demand of a service offered by the respective
component.

The results of an analysis can be applied to assess
the process for the adaptability of components.
Apparently, it is still in the developer’s responsibility to
choose an appropriate procedure to adapt a component.

ut other prospects are also conceivable, for instance
by introducing an adaptability policy within the entire
peer-to-peer network. Such a policy could prescribe

when the owner of a peer is allowed to adapt a

component which has dependencies to other

components. Criteria for such a policy could be the
number of depended components or the total weight of
all dependencies starting from a component. or

instance, if the weight of all dependencies exceeds a

certain maximum value, it should not be allowed to

proceed the adaptation. However, all peers, that have
established a dependency might be notified
automatically in order to be aware about this potential

conflict. In this case, certain conflict resolution
strategies could be applied (see [21] for an overview).

Above all, it could be somewhat insightful for a
peer to determine, which or how many other peers
maintain dependencies to use services from this peer.
Due to the fact that a component can also have
transitive dependencies, it is supposable that
components residing on the same peer may have
transitive dependencies. This case of a cycle is
illustrated in fig 6.

A cycle can also occur, if a peer is searching for new
services on other peers to interact with. In the case that
a cycle is undesirable for a peer, a pre-analysis as
described above can help to reveal potential cycles. The
algorithm scans the network and detects all emerging
dependencies including all cycles caused by the
interaction with the new peer.

At this point we are only able to present our notions
of adaptability in component-based peer-to-peer
applications. We haven’t realised such strategies in

o so far. However, we have already developed
a a (see chapter ) to adapt components in
an easy way but without any pre-analysis as outlined in
this chapter. A possible algorithm could be based on
graph-based theories. 'y scanning a peer network
starting from a specific peer, a directed graph is build
consisting of #yped nodes (denoting components) and
typed edges (denoting dependencies). Typed edges
describe both remote interactions between components
and dependencies between components on the same
peer. The latter edge consists of further attributes,
describing the weight (i.e. relevance) of an dependency.
The strategies to analyse a peer network can be mapped
on basic graph operations: computing the total weight
of a path in a graph, and checking whether or not a
graph is free of cycles. esides, a graph datastructure is
suitable for a striking visualisation of the
interdependencies of components in a peer network.
Hence, besides the realisation of the actual algorithms,



we also anticipate appropriate tools to visualise and in
particular to analyse peer-to-peer networks.

. A ications

The peer-to-peer architecture presented within the
last sections serves as the foundation for a software
platform [1] supporting networked cooperations in the
context of civil and building engineering . The purpose
of this software platform is to enhance protagonists of
planing processes in civil and building projects, e.g.
architectures, engineers, companies, or even public
institutions . These protagonists are usually separated
geographically, spanning a network which we indicate
as a networked cooperation. The si e as well as the
compilation of a cooperation varies while the project
proceeds, because participants join and leave the
cooperation dynamically dependent on their respective
tasks and on the status of the planing process. esides,
temporarily restricted subgroups of participants are
often generated to fulfill a special task. As a result of
the distributed nature of these cooperations, it is rather
difficult to establish a global coordination of all
partners.

ecause of the nonexistence of such a global or
central point of coordination, it seems obvious that the
conventional client-server paradigm does not fit for a
software platform enhancing the collaboration of the
participants being evolved. Conse uently, we propose
the adoption of a peer-to-peer based architecture to
serve as an appropriate platform. y means of our

(0] architecture, each participant is e uipped
withan O peer environment, constituting the
access point to the cooperation. Above all, he becomes
an integral part of the process of the cooperation.

Several applications for planing processes are
conceivable to be integrated in our environment, e.g.
distributed Computer Aided Design (CAD) tools,
whiteboard applications or even groupware systems like
chat tools, videoconference tools, or decision making
tools. or a single participant, the software composition
can also be subject to many changes. This can occur, if
a participant is involved in multiple projects
simultaneously. or each project, the participant has to
integrate new or switch to other software components,
depending on the status of the respective projects.
Therefore, the adaptability of a software compilation is
also an essential part within this software platform.

or the purpose of this project we have already
implemented a rudimental peer environment, a so-
called server sessions. Server sessions can also deploy

The project presented in this chapter is funded by
the German esearch oundation (D G) in context of
the oint of esearch Programme Networked
Cooperative Process in Structural ngineering .

server as well as client components, but are restricted to
deploy just a copy of the components from the
o server environment. urthermore, they do not
provide any sophisticated adaptability mechanisms nor
any flexible mechanisms to discover and offer services
as anticipated in the o peer environment.
(@) clients can interact with a server session in
the same manner as with the normal O server.
esides, server sessions can also interact among each.
We used this environment to implement a distributed
collaborative CAD tool. This tool enables users to make
complex two-dimensional drawings collaboratively
using a common whiteboard. Users can also be notified
about any activities their partners are making (e.g.
changing, storing or deleting a document, log in or log
of and so on). In the field of Computer Supported
Cooperative Work (CSCW), this kind of notification is
also denoted as the awareness of activities [2]. esides,
we have implemented a chat-system allowing users to
discuss synchronously, and a distributed to-do list
organi ing the activities of each member belonging to a
cooperation.

. onc usions

In this paper we have presented (0] , an
architecture serving as a runtime environment for
component-based, adaptable peer-to-peer applications.

ssential part of this architecture is the O peer
environment, in which client as well as server
components can be deployed. A peer is thus capable to
consume and provide services to other peers at the same
time. We have incorporated the  TA technology in a
peer environment, enabling a peer to discover and offer
services within a peer-to-peer network. ased on these
so-called advertisements a single peer can elect the
peers it is willing to interact with.

Another focus of the presented architecture is the
adaptability of peer-to-peer applications. The adaptation
of a component on a single peer can be critical, if other
components residing on other peers have direct or
transitive (that is, via other components) dependencies
to the respective component. We therefore propose a
pre-analysis of the underlying peer network, exposing
whether it is feasible or economical for a peer to
continue the adaptation intentions.

y combining the peer-to-peer paradigm and the
component technology we are able to have applications
fulfilling at least two of the significant criterions of
modern software systems: the peer-to-peer idea
guarantees to have a high degree of scalability, while
the adoption of the component technology promises to
obtain highly adaptable software systems.

Apparently, our work is still in a conceptual phase.
However, during the time of writing this paper, we have
yet started the implementation of our concepts.
Thereby, we can revert to a lot of experience we have
gained during the development of the client-server



environment of O . A certain drawback of our
current implementation is assuredly the dependency to
ava’s I technology. Although uite comfortable to
utilise, I possesses heavy losses concerning
performance on the one hand and interoperability to
other non- ava technologies on the other hand. On
account of this, it is our anticipated goal for future work
to discharge from I and to also adopt T A for the
remote invocation of services. xactly speaking, one
can use the advertisement technology of TA to tell
peers, which service is re uested and to be executed.
All in and out parameters will also be transmitted via
the TA technology. This idea is similar to recent
-based web service approaches, e.g. like SOAP
[2 ]. The adoption of such a technology would
definitely increase the degree of integration particularly
of different component models and platforms. The
uestion, whether the application of such a technology
would potentially improve the performance of a peer-
to-peer application must be taken into further study.
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