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Abstract. Dependency management in service-Oriented peer-to-Peer
architectures aims at handling functional dependencies between apublic
service hosted by a service providing peer and all consumer peerghat
rely on that service. The analysis of dependencies on consumer peerss
important for supporting the adaptation of a public service. The unco-
ordinated adaptation of public services potentially leads to malfuncti ons
in the environment of depending peers. In this paper, a novel way for
handling service dependencies in peer-to-peer architecturesis proposed.
This approach suggests that peers of a peer group agree on a common
adaptation policy that prescribes how service providing peers have to
deal with potential dependencies before an adaptation can be pursued.

1 Introduction

Service-oriented peer-to-peer architectures leverage the original notion of central-
ized service-oriented architectures (SOA) by enabling hostsgeers) to function as
provider, consumer, and registrar of services at the same time. This architecturda
style facilitates new ways for the composition of services towards applideons. A
peer may compose services from service providing peers with local components,
which in turn may serve as the implementation of a new service provided by the
same peer. Other third party peers locating and using that service thus hold a
direct and a transitive dependency on both provider peers given in this scenario.
In peer-to-peer architectures, dependencies cannot be assumed as static but can
be violated due to two reasons:

{ owing to the uctuating topology of peer-to-peer architectures (peers tend
to fail or are unavailable), services can become unavailable. A ected peers
that deploy applications relying on a failed service are no longer able to o er
a correct run of these applications and malfunctions may occur.

{ the operator of a provider peer is always capable of adapting the interface or
the implementation of a peer service without any prior notice to depending
consumers. Malfunctions can also occur within the consumer's environment.

An e cient dependency management for service-oriented peer-to-peer architec-
tures turns out to be indispensable for guaranteeing a stable environment in



which applications are accomplished to operate in a reliable manner. However,
existing implementations of peer-to-peer architectures cover this management is-
sue insu ciently. Existing general-purpose notions for describing and identifying
dependencies among services (or software entities in general) prove to be in ex-
ible for peer-to-peer architectures. The intention of this paper is to discuss the
requirements of dependency management accurately and, moreover, to explain
why existing approaches fail to serve as a solid solution for this manageemt
activity. This present paper also outlines main aspects of the DeEvolve peer-to
peer platform [1] [2] that incorporates novel approaches for managing dependen-
cies within a peer-to-peer architecture. Integral part of DEVOLVE is a runtime
environment for the deployment of component-based peer services. DeEvolve
features an adaptation environment enabling component assemblers to exibly
de ne and to adapt compositions of peer services during runtime. Any attempt

to adapt a composition has to precede an analysis of consumer dependencies, to
reveal dependencies to current and potential consumers. Dependencies impose
an adaptation policy that prescribes how provider peers within a distinct group
have to account for dependencies, and how these are to be resolved.

The goal of this paper is to present our recently unpublished material for
analyzing consumer dependencies in service-oriented peer-to-peer architecture.
In the next section, we rst summarize some related work. In section 3 the
DeEvolve platform is introduced for a better understanding of the rest of the
paper. The fourth section features a description of the analysis of consumer
dependencies. Section 5 concludes the paper by summarizing the main aspects
as well as future directions.

2 Related Work

Recent conventional implementations of service-oriented architectures have been
realized in terms of Web Services (architectures) [3]. In a typical Web Services
scenario, providers of services are not aware of clients that have located ander
making use of their services. Hence, intended adaptations to public Web Services
deployed on a provider host (e.g. changing the WSDL description) cannot be
communicated with any depending client. The DEVOLVE platform enables con-
sumer peers to subscribe into a list of depending peers that is maintained by each
service providing peer. The service providing peer is then capable of instantly
analyzing all registered dependencies and of contacting these dependent peers
in case of any conicting changes. The ability of peers to organize themselves
into self-governed peer groups constitutes one of the distinguishing character-
istics of peer-to-peer architectures. The concept of self-organization has mainly
been implemented by the JXTA framework [4] making it possible for peers to
detect existing peer groups, to apply for a group membership and nally to join

a group. Recent projects have utilized this framework for instance for building
student forum systems [5]. The JXTA framework typically supports peer group
organization with respect to functional properties (e.g. retrieving and sharing
documents). In our approach, we adopt the peer group idea for enabling peers



to agree upon a common adaptation strategy and, thus, a non-functional prop-
erty. The management of dependencies between distributed services has been
studied by di erent authors [6] [7] [8]. In accordance to our work, all approaches
represent dependencies in a graph-like structure, thus allowing the analysis of
transitive dependencies. Ensel et al. [6] provide an extensive catalogue of pos-
sible parameters and metrics for rating dependencies. Our approach adopts the
idea of rating dependencies to allow a ne-grained analysis of dependencies. In
contrast to Ensel's work, we provide more accurate meanings (semantics) ahe
applied parameters. All mentioned approaches assume global and xed strate-
gies and conditions for reacting on dependencies. In our approach, however, these
strategies and conditions can be formulated dynamically in terms of adaptatio
policies by peer groups. Thus, peer groups are able to react to new or updated
conditions in their self-governed application environment.

3 The DeEvolve Platform

The DeEvolve peer-to-peer architecture is a runtime environment for deploying
component-based services. These services consist of local and remote compo-
nents. Remote components serve as an interface for external peer services that
are provided and deployed by other third-party remote peers. Any composition
can be published as a peer service that can in turn be discovered and integrated
by other consumer peers. A peer adopts two di erent roles within a peer archi-
tecture: the role of a provider and that of consumer of peer services.

DeEvolve supports two di erent types of compositions, orchestration and
choreography composition ( gure 1). Orchestration corresponds to the conven-
tional client-server architectural style, but with more than one server (i.e. ser
vice providing peer) involved. Choreography composition allows for workow-
like structures with several peers transitively connected and without a single
established control peer. We have developed a new composition language called
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Fig. 1. Composition Types supported by DeEvolve



PeerCAT [1] for describing the composition of services to new applications. A
description of a composition includes meta-information about the structure of a
composition, about the involved components and the dependencies among them.
We build tools like the DeEvolve Console that allows to de ne compositionsin
both textual and graphical ways.

DeEvolve is built on top of the JXTA framework [4], in particular to real ize
fundamental mechanisms for publishing and discovering peer services within
a peer-to-peer network. For the actual description of peer services, so-called
advertisements are used, which contain any necessary information to bind the
peer service (e.g. network address, port number) as well as an unstructured text
used to envision the semantics of a distinct peer service. These advertisements
are published to a number of well-known rendezvous peers which are in the
scope of the providing peer (see [4] for more information of these discovery
mechanisms). DeEvolve also adopts JXTA's peer group concept enabling peers
to organize into self-governed peer groups despite any network boundaries. Like
peer services, peer groups are described by advertisements which are used to
announce the existence of peer groups. Having located these advertisements,
peers are capable of applying and of joining to that group.

DeEvolve realizes a API to provide operations for adapting single compo-
nents as well as compositions of local and remote components (peer services)
during runtime. The idea is to adopt operations for the creation of component-
based applications (e.g., setting parameters of components, adding components,
connecting components) also for the adaptation of these (e.g. changing the con-
nection of two components, removing components). The incentive for adapting
compositions is provoked either by user-triggered demands or by exceptions that
have occurred in the environment (e.g. unavailability of provider peers). DeE-
volve is responsible to detect exceptions and to determine the consequences to
a ected local components. Handler routines can be de ned for establishing re-
actions to handle occurred exceptions. These routines can either be executed
autonomously by DeEvolve or in interaction with an operator.

4 Dependency Analysis in DeEvolve

This section elucidates the approach on analyzing consumer dependencies in a
service-oriented peer-to-peer architecture. The model that our approach is based
on presumes two assumptions. The rst assumption implies that any consumer
peer can subscribe to a list maintained by a provider peer if the peer relies on a
public service o ered by that provider. If an adaptation is planned, the operator

of a provider peer is able to consult all subscribed peers before the adaptation
can be carried out. The second assumption states that peers of a peer group
have agreed to a common adaptation policy in the run-up to the adaptation of a
service. The purpose of a policy is to clarify how a provider peer should handle
existing dependencies if an adaptation to a service is planed.



4.1 Registration of Consumer Dependencies

The consumer of a peer service is able to determine the dependency value of
each used peer service and to register this value to the provider of the consumed
peer service. The attribute can hold one of the following ve values:

No _Dependency The peer service has a dependency on a consumed service,
but yet no concrete importance value has been determined.

Interest _Dependency The peer operator has indicated a consumable peer ser-
vice as an interest service. An interest service is not directly used by local
components, but is designated for a later usage or for an upcoming compo-
sition with local components towards a new peer service.

Low _Functional _Dependency The peer operator has composed a consum-
able peer service with other local components towards a new peer service
that is used directly by the peer operator. The importance of this functional
dependency as low.

Strong _Functional _Dependency The operator has composed a consumable
peer service with local components towards a new peer service that is used
directly by the operator. The importance of this dependency is strong.

Transitive _Functional _Dependency The operator has composed a peer ser-
vice with other local components towards a new peer service that has also
been located and used by other third-party peers. So, transitive dependencies
exist within the topology of the peer-to-peer architecture.

These dependency values are sorted according to the impact the dependent
peer service has on the local peer service: while we assume that the impact of
the rst dependency value (No_Dependency) is low, the impact of the last value
(Transitive _Functional _Dependency) is quite high. Consequently, an unheralded
adaptation of a peer service with one transitive functional dependency would
cause the most critical violations of behaviour in a peer-to-peer network.

Dependency values are determined and transferred automatically to the re-
spective provider peer of a service. For instance, the indication of a located peer
service to become an interest service within the peer operator's environment
causes the triggering of a noti cation message to the provider peer. During the
composition of an interest peer with local components to a new service, the vaé
is updated. The operator can choose between a strong and a weak dependency
value. If a third party peer has located and used this new service in its local
environment, the value is updated to a transitive functional dependency.

4.2 Adaptation Policy

An adaptation policy is represented as an aggregation of two concepts, that js
an adaptation condition and an adaptation strategy. An adaptation strat egy
denotes an explicit procedure describing how a service providing peer has to
proceed in case of dependent consumer peers. An adaptation condition dictates
when a selected strategy can be executed. We distinguish between four di erent
types of adaptation strategies:



Conservative Adaptation an adaptation can only be executed if no depen-
dencies are available. This strategy presumes no consultation with dependent
peers. It can be applied to application with high demands on availability
(24x7) and reliability or with only little maintenance support.

Negotiation an adaptation can only be carried out if all dependent consumer
peers have been consulted. Moreover, all consulted peers have to acknowledge
the adaptation request. This strategy can be utilized in application scenarios
in which many high-value dependencies on consumer peers can be expected.

Noti cation  an adaptation can only be carried out if all dependent consumer
peers have been noti ed in advance. Note that there is no approval necessary.
This strategy can be applied in structures with high maintenance support
where a circumventive reaction to adaptation requests can be expected.

Liberal Adaptation an adaptation can be carried out directly without any
noti cation of or consultation with dependent peers. This strategy can be
applied to scenarios with only little or even no degree on decentralization.

Adaptation strategies preceding negotiation or noti cation assume communi-
cation between the service provider and all pertaining consumers. Negotiation
requires the establishment of a bi-directional channel (like a synchronous chat)
between provider and consumers. Such channel can be used many times in either
direction to debate on details of the planned adaptation.

The e ectuation of an adaptation strategy may be varied through the inser-
tion of an adaptation condition. An adaptation condition can be formulated in
terms of both the number of current dependencies on the consumable service
and the potential dependency values available for these dependencies. Also, a
target variable tv is to be declared in order to state when a condition is ful lled
or not. An adaptation condition can also be expressed as a function that takes
all registered dependent remote peer servicess that are dependent on a con-
sumable servicels provided by a peeri, whereas all dependent services and the
local service belong to peer groupm (P S denotes the set of all peer services):

cond, : PS" R! (true;false);

true if condition is ful lled

m . m PR m . —
condy (Isi ;IS 1375 IS, VM) = false else

()
Function cond, denotes the adaptation condition that was previously de ned
and prescribed by a peer group with indexm. The term rs{i, denotes thek th
of n remote services that are dependent on th¢ th consumable peer service of
peer with index i. The function itself is able to internally apply various auxiliary
functions to see if the condition is fullled or not. For instance, the function
value(rs{fj‘;k ) returns the corresponding (numerical) dependency value of the
depending remote services, . Function count(Is{j ) returns the total number
of dependent remote services for a local servids(j . The following example of
an adaptation condition computes a weighted average of dependency values. If
the result is greater than t\(/, the condition is true:

true ifm P kg value(rsiy ) tvm

condy (Isfj ;15 tvm) = false else

)



Note again that the adaptation condition states whether or not the de ned strat-
egy is valid. For instance, if cond function in (2) delivers true as a result, the
strategy selected by a peer group can be put into e ect. For strategies Noti ca-
tion, Negotiation, and Conservative Adaptation we assume the rule that if the
condition is false, the next lower strategy can be executed. The function in (3)
models the entire adaptation policy that takes the result of the condition (1)
and the chosen strategy to compute which strategy is valid for a given applica
tion scenario. We assume that each strategy has an index indicating its priori
(conservative (3) to liberal adaptation (0)):

policy,, : (true;false) N ! N;

. . o\ _ Strat (i) if condy (i) = true
policym (condn; stratm () = gyar i 1 if condy () = false A1 1)
For a consumer peer service that associates many peer groups with adaptation
policies and, thus, strategies of di erent order, the strategy with the highest
order has preference during analysis.

4.3 Prototypical Implementation

Fig. 2. Snapshot of the Visualization Tool for Dependency Analysis

We implemented a rst prototype of our analysis model for the DeEvolve
platform. Once a composed application is published as a peer service, consumer
peers can subscribe to the pertaining provider peer. Before an adaptation of a
peer service is executed, the peer provider has to generate a graphical visual-
ization of existing dependencies to consumer peers with the DeEvolve Analysis



tool (gure 2). Starting from the left node representing the local peer service, all
dependent remote consumer peer services are visualized on the right side. Con-
sumer peers are assigned to the respective peer groups they belong to. Attached
to each peer group node is the adaptation strategy imposed by the group. The
annotations on the edges denote dependency values that declare the importance
of a dependency between provider and consumer. Based on the current visual-
ization of the dependency graph, the peer operator can run an analysis of the
dependencies to determine if an adaptation can be executed. In the example of
gure 2, the policy of peer group Employee allows for adaptation after noti ca-
tion, while the policy of group Students requires negotiation with all dependent
peers. The overall result points out that the adaptation cannot be carried out,
as there is at least one policy that does not allow an immediate adaptation.

5 Conclusion

In this paper a new approach for handling consumer dependencies in service-
oriented peer-to-peer architectures has been proposed. Apparently, this approach
can be enhanced by existing reputation models. A reputation model could thereby
be utilized, to make assumptions about the continuity a peer is providing its
services. Any intended violation of consumer dependencies could limit the repu-
tation of a provider in a given community.
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